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VIRTUAL PLAFORM FOR FAST 

SIMULATIONS 

 

The adoption of a virtual platform when designing complex embedded systems 

consists of modeling the whole system as integration of components described at 

high level of abstraction, using suitable languages like C++ and SystemC TLM. 

One of the main advantages of adopting a virtual platform is the high simulation 

speed achieved, while still retaining an acceptable level of simulation detail. 

However, this advantage comes at a price, because designers usually do not have 

the description at high level of abstraction to be directly integrated into the virtual 

platform. Therefore, such a description must be created in some way. A possible 

solution is to create them automatically by using HIFSuite tools, starting from existing 

models described in traditional HDL languages like VHDL and Verilog. This solution 

can be very appealing and effective because the VHDL or Verilog models of the 

platform components are usually available at RTL for synthesis and simulation 

purposes. 

This whitepaper gives an overview of what can be done with HIFSuite tools when 

they are used to create abstracted instances of existing components for fast 

simulation, starting from VHDL or Verilog RTL modules. In the last paragraphs the 

simulation speedup comparisons are reported, showing that the speedup can reach 

three orders of magnitude (speedup = 3,179x for the 

Camellia core). 

Some of the results shown in this paper were achieved in the 

SMAC European Project (SMArt systems Co-design) . 
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HIFSuite is a set of tools to 

manipulate HDL modules. 

They are developed and 
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committed in research and 
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GETTING FASTER SIMULATIONS 

Given a RTL module, HIFSuite allows designers to operate three kinds of 

abstraction on it, as described below. All of them contribute to enhance 

simulation speed in different ways, and their combination gives the best results, 

as shown in the paragraph “Simulation results”. 

1. Scheduler abstraction: it alters the way processes are executed and 

scheduled during the simulation by replacing the original process 

scheduler. Three options are available: dynamic scheduling, static 

scheduling, and a combination of the two. 

2. Data type abstraction: the original data types are replaced with more 

performing data types. Two options are available: HDTLib data types 

and C++ native data types. 

3. Interface abstraction: the input and output interfaces of the module 

are modified to be compliant with the final level of abstraction. It can 

be TLM or pure C++. Additionally, the communication protocol of the 

module can be abstracted so that a single transaction spans through 

multiple RTL clock cycles. 

ABSTRACTION STEPS 

This paragraph shows how the kinds of abstraction can be combined step by 

step. In each step the simulation speedup is enhanced in some specific features 

as described below. For the sake of understanding, each step is considered 

isolated from the others, but in practice a designer will execute just a few 

commands from the shell to get the work done (semi)automatically. 

STEP 1: TRANSLATION INTO SYSTEMC 

The first step towards the  abstraction of a RTL module is to convert it into 

SystemC. HIFSuite allows to translate RTL hardware models described in 

VHDL and Verilog into SystemC. The resulting module is equivalent to the 

original one. It can be compiled by C++ compilers, and its code is well-

structured and readable. 

However, simulation speed can be even worse than before, because the 

SystemC scheduler is definitely less efficient than commercial (and expensive) 

HDL simulators. This is why the next steps are mandatory to get faster 

simulations. 

 

Impact on Simulation: 

The simulation is not enhanced, 

but this step is preliminary to the 

next ones. 

 

Simulation Features (1): 

• SystemC Scheduler 

• SystemC Data Types 

• Four-value logic 

 

 

 

 

FIGURE 1 - DIAGRAM OF STEP 1  
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STEP 2: DATA TYPES ABSTRACTION OF RTL 

The abstraction of data types consists of replacing the original SystemC types 

with other types specifically optimized to get faster simulations. A designer can 

choose between two different data types when replacing the original ones: 

1. HDTLib data types: these are SystemC-compliant data types designed 

by EDALab to get faster simulations. 

2. C++ native data types: these are C++ primitive types (e.g., bool, 

unsigned int), which perform much faster than SystemC types, but 

are inherently limited to a two-value logic (i.e., accuracy to four-value 

logic is lost). 

C++ native data types can be used both on RTL and TLM SystemC description. A 

wrapper can be automatically generated to preserve the outer interface based on 

SystemC types for integration into a top level featuring SystemC types. 

 

 

Impact on Simulation: 

The simulation starts to get faster. 

HDTLib provides a speedup from 

2x to 4x. C++ native data types 

provide a speedup from 10x to 

100x. 

 

Simulation Features (4a): 

• SystemC Scheduler 

• HDTLib data types 

• Four-value logic 

 

Simulation Features (2b): 

• SystemC Scheduler 

• C++ native data types 

• Two-value logic 

• I/O interfaces can be 

wrapped 

 

 

FIGURE 2 - DIAGRAM OF STEP 2 
 

 

 

STEP 3: SCHEDULER AND INTERFACE ABSTRACTION FOR TLM 

The abstraction of the scheduler consists of replacing the original SystemC 

scheduler, which is responsible for the elaboration flow during the simulation,  

with a different one chosen between three possible options: 

1. Static scheduler: the order of execution of processes is statically 

determined by analyzing read and write dependencies between them. 

Such order is repeated in every simulation cycle. 

2. Dynamic scheduler: the order of execution of processes is determined 

at runtime in every simulation cycle. Heuristics have been developed to 

improve simulation speed. 

3. Mixed scheduler: combination of static and dynamic schedulers. 

The mixed scheduler is the choice that allows better performance at the cost of 

having to provide profiling information (for example, the output of the gprof 

profiler). 
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The abstraction of the scheduler combined with the TLM interface abstraction 

produces the TLM version of the module, ready to be used within a virtual 

platform. 

Even if the SystemC scheduler is replaced, the SystemC simulation kernel still 

drives the simulation. This is no longer the case when simulating pure C++ 

models (see the following paragraphs ). 

 

STEP 4: DATA TYPE ABSTRACTION AT TLM 

The data type abstraction can be performed also at TLM, using either HDTLib or 

C++ native data types, similarly to what shown in step 2. As at RTL, a wrapper 

can  automatically generated to preserve the outer interface based on SystemC 

types for integration into a top level featuring SystemC types. 

 

 

Impact on Simulation: 

The simulation is faster thanks to the 

process scheduler optimized for fast 

simulations (step 3). The components 

is now ready to be used in a virtual 

platform. 

HDTLib provides a speedup from 2x 

to 4x. Native C++ types provide a 

speedup from 10x to 475x (step 4). 

 

Simulation Features (3): 

• Optimized scheduler inside 

SystemC kernel 

• SystemC data types 

• Four-value logic 

 

 

Simulation Features (4a): 

• Optimized  scheduler inside 

SystemC kernel 

• HDTLib data types 

• Four-value logic 

 

Simulation Features (4b): 

• Optimized  scheduler inside 

SystemC kernel 

• C++ native data types 

• Two-value logic 

• I/O interfaces can be wrapped 

at TLM level 

 

FIGURE 3 - DIAGRAM OF STEPS 3 AND 4 
 

 

 

 

STEP 5: SCHEDULER AND INTERFACE ABSTRACTION TO C++ 

The next level in the abstraction hierarchy is pure C++ code. At this level of 

abstraction the process scheduler is not driven by the SystemC kernel anymore. 

This has a positive impact on the simulation speed. 
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STEP 6: DATA TYPE ABSTRACTION AT C++ LEVEL 

Just like in the previous steps, the data type abstraction can be applied also at 

this level. This allows to achieve the highest simulation speedup. 

 

 

Impact on Simulation: 

The removal of the SystemC kernel 

improves simulation performance 

(step 5), even if SystemC types are 

still used. 

Step 6 provides the highest simulation 

speedup. 

 

Simulation Features (5): 

• Optimized  scheduler  

• SystemC data types 

• Four-value logic 

 

Simulation Features (6a): 

• Optimized  Scheduler  

• HDTLib data types 

• Four values logic 

 

Simulation Features (6b): 

• Optimized  scheduler  

• C++ native data types 

• Two-value logic 

FIGURE 4 - DIAGRAM OF STEPS 5 AND 6  

SIMULATION RESULTS 

Simulation results have been carried out on the following design descriptions: 

 AES Verilog core from the OpenCores website 

(http://opencores.org/project,systemcaes); 

 Camellia Verilog cryptographic core from Aoki Laboratory of Tohoku 

University (http://www.aoki.ecei.tohoku.ac.jp/crypto/) 

 DES56 VHDL core from the OpenCores website 

(http://opencores.org/project,BasicDES); 

 MIPS-Lite (MLITE) CPU VHDL description from the PLASMA 

OpenCores project (http://opencores.org/project,plasma); 

 XTEA VHDL cryptographic core from the OpenCores website 

(http://opencores.org/project,xteacore). 

First of all, the original design descriptions have been translated into RTL 

SystemC (Step 1). Reference simulation times have been obtained by 

simulating these RTL SystemC descriptions. 

Then, the original design description has been abstracted to a corresponding 

C++ description by employing the mixed process scheduler. A different C++ 

http://opencores.org/project,systemcaes
http://www.aoki.ecei.tohoku.ac.jp/crypto/
http://opencores.org/project,BasicDES
http://opencores.org/project,plasma
http://opencores.org/project,xteacore


 
 

5
 

description has been generated for each available optimized data type library by 

applying Steps 6a and 6b, respectively. Table 1 reports the achieved simulation 

times and speedup for every C++ description with respect to the RTL SystemC 

description. Column SystemC RTL / SystemC data types reports the simulation 

time for the RTL SystemC description. Column Abstract C++ / HDTLib data 

types (SystemC top) displays simulation time and speedup for the C++ 

description containing HDTLib data types, wrapped within a SystemC top-level 

module for simulation. Column Abstract C++ / C++ native data types (SystemC 

top) reports the simulation time and speedup for the description featuring C++ 

native data types, wrapped within a SystemC top-level module for simulation. 

Finally, Column Abstract C++ / C++ native data types (pure C++ top) indicates 

the simulation time and speedup for the description featuring C++ native data 

types and abstracted communication protocol, used directly in a C++ main file 

for simulation (i.e., no SystemC top level). 

Design 
SystemC RTL / 
SystemC  data 

types 
Abstract C++ / HDTLib 

data types 
(SystemC top) 

Abstract C++ / C++ 
native data types 

(SystemC top) 
Abstract C++ / C++ 
native data types 

(pure C++ top) 
T(s) T (s) S (x) T(s) S (x) T (s) S (x) 

AES 850.9 332.5 2.6 8.0 106.4 7.1 119.8 
Camellia 25,433.3 9,106.5 2.8 8.0 3,179.2 3.3 7,707.1 
DES56 7,608.5 1,941.1 3.9 8.5 895.1 4.6 1,654.0 
MLITE CPU 317.6 197.4 1.6 14.2 22.4 13.9 22.8 
XTEA 486.9 127.4 3.8 8.6 56.6 1.7 286.4 

TABLE 1. SIMULATION TIMES AND SPEEDUPS ACHIEVED BY C++ ABSTRACTION ACCORDING TO ADOPTED 
DATA TYPES AND TOP LEVEL FOR SIMULATION. 

Figure 1 provides a visual representation of the achieved simulation speedups 

for each design according to the adopted data types and top level for 

simulation. 

 

FIGURE 5. VISUAL REPRESENTATION OF ACHIEVED SIMULATION SPEEDUPS. 

 


